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Abstract—Soft errors due to cosmic rays are now a major  Unlike caches, however, many of these pipeline structures
concern for both computer manufacturers and end users. Due contain almost entirely speculative data; only some of this
to continually shrinking silicon manufacturing processes and data (correct-path instructions) will affect processoatest

greater chip integration, the chip- and system-level soft error ate : . . . )
is projected to continue increasing for the forseeable future. Da while the rest (mis-speculated instructions) will not. Shthe

to these concerns, chip manufacturers have long designed cachecorrectness of wrong-path instructions is not critical dorect
structures (generally the largest on-chip structures in a high- operation of a processor. This has been noted previously

performance processor) to include protection techniques suchsa in [12]. The broader implication is that in-flight instruatis
parity or ECC. In order to meet SER targets, new chip designs yary i their impact on processor correctness; some intfligh

are starting to incorporate such protection on physical register instructions are moreulnerable than others. This is tr ven
files. As the soft error rate increases, however, large processo struclions are moreulnerable others. S Is rue eve

pipeline structures will also require protection against soft errors ~ @mong correct-path instructions, as some instructionsnare
Unfortunately, many of these pipeline structures are latency- susceptable to soft errors than others. A simple example is

critical, needing to complete multiple accesses per processorNOP instructions, which are in some sense “less” vulnerable
cycle. Thus, many of these structures are ill-suited for protectio than other instructions, since none of the operand or result

techniques such as ECC, which can add latency to each accessy, lds are needed. Our lis to explore and exolain som
In modern processors, these structures typically contain in- "c'0S aré neéeaed. Lur goal IS 10 exploreé and expiain some

flight instructions, which can vary in their vulnerability con-  Of the underlying causes of this variation among corretirpa
tribution. Thus, uniform protection such as that provided by instructions.

ECC may not be necessary. Our goal is to explore and explain

some of the underlying causes of this variation in vulnerability Il. RELATED WORK

among instructions. In this study, we examine the vulnerability . . . o i
contribution of instructions that are in-flight during (in the Until recently, research into architectural reliabilitgch

shadow of) long-stall instructions, which will define the maximum  hiques dealing with pipeline structures has focused onigrov
potential benefit of techniques that exploit these stall cycles. ing as close to perfect coverage as possible. Thus, thediestu
have typically focused on full duplication, either temddiat],

[17], or spatial [16]. Although these techniques provide vi
Soft errors due to cosmic rays are now a major concetmally 100% coverage against soft errors, they typicallyeha
for both computer manufacturers and end users. Due to caipse to 2x overhead in either area or performance. While
tinually shrinking silicon manufacturing processes anelaggr this high cost may be acceptable for server- and mainframe-

chip integration, the chip- and system-level soft erroenat class applications where this level of protection is nemgss
projected to continue increasing for the forseeable fufBfe it may not be acceptable for desktop applications where full

Due to these concerns, chip manufacturers have long ¢eetection is not a requirement.
signed cache structures (generally the largest on-chig-str Recent studies have examined partial protection as a means
tures in a high-performance processor) to include pratactiof achieving a substantial increase in reliability whilenmiiz-
techniques such as parity or ECC [9], [11], [15]. In ordeing the performance and area penalty. In [7], the authors sug
to meet SER targets, new chip designs now incorporate sug#st a combination of explicit and implicit redundancy lohse
protection on physical register files [8], [11]. on processor utilization. Thet suggest providing for eipli

As the soft error rate increases, however, large processplication of instructions during low-ILP phases such &s L
pipeline structures such as the re-order buffer will algpine cache misses. Others have also suggested flushing pipeline
protection against soft errors. Unfortunately, many ofsthe structures such as the issue queue during cache misses [18].
pipeline structures are latency-critical, with frequeatesses  The common theme in both studies is to use cycles where
that must be completed within a single processor cycle. Thilke processor is otherwise stalled (e.g., during cachees)iss
these pipeline structures are ill-suited for protectiahtéques to provide partial protection with minimal performance pve
such as ECC, which can add latency to each access. As fahaad. However, neither study analyzes how vulnerable these
we are aware, few current or planned processors will includestructions are to soft errors. In essence, these studggsest
ECC protection on these core pipeline structures due teethgsoviding protection when it is “easy”, rather than whensit i
constraints. needed. Few studies have done extensive work on determining

I. INTRODUCTION



| Parameter | Value |
Issue Width 8 instructions

the causes of vulnerability variation among instructidng6],

the authors note asynjmet.ry in instruction vuIne_rab|I|tyl; the Commit Width S nstructions
study does not delve into its causes. Our goal is to explae th Physical Register§ 256 integer / 256 FP
causes of this variability; specifically, we would like totele Issue Queue 64 entries
; ; : ; il Re-Order Buffer 192 entries
mine the maximum benefit of adding reliability enhancements
. . . Load-Store Queug 32 loads / 32 stores
dunqg stall cyclgg. As _such, we woulc! like to de_tern"_nne the Frequency 2 GHz
relative vulnerability of instructions behind stalledtingtions L1 D-Cache 64 kB, 2 cycle access
in order to define the maximum potential benefit of techniques 2-way set-associative
that exploit these stalls. Thus, we examine the vulnetgbili L11-Cache | 32 kB, 2 cycle access
- p_ > > ’ AR . X 3 2-way set-associative
contribution of instructions that are in-flight during (ihet L2 Cache 2 MB, 10 cycle accesg
shadow of) long-stall instructions. 8-way set-associative
Memory Latency 100 ns
I1l. METHODOLOGY
. . . TABLE |
Long-stall instructions can be the result of either long- SIMULATED MACHINE CONEIGURATION

latency instructions (instructions that inherently takenm

cycles to execute) or resource-stalled instructionsr{iesions  yylnerability of a structure is equal to its AVF times its iz
that stall due to an unavailable resource). Common typesiffpits. This metric is useful when performing comparisons
long-stall instructions are resource stalls such as cachges\ petween structures; AVF values (measured in percent) ¢anno
or long-latency instructions such as floating point squar r pe directly compared across structures.

or integer divide. In modern out-of-order processors, h@ike  For our study, we measure the vulnerability of four large
not all such operations result in processor stalls; thistalhd  pipeline structures: the re-order buffer (ROB); the issueus
overlap stall time with execution is the main benefit of ouiyQ); the load buffer (LB); and the store buffer (SB). These
of-order operation. As such, we only want to include in oWtructures are large and latency-critical pipeline strest
study those operations that do stall the commit stage of tiich must allow for multiple accesses per cycle, and provid
processor pipeline. We definelang-stall instruction, or LSI, ing error detection and correction is difficult without seslg

as an instruction that stalls commit for more than 10 cycleggmpromising performance targets. This motivates the need
without causing a pipeline flush. We define an L&¥®dow for other reliability enhancement techniques.

as all other |n-fI|ght instructions when that LSI commits. Next, we describe in detail our method0|ogy for measuring
Instructions in the shadow of an LSI reside in the pipelinge vulnerability of the ROB. Our methodology for the other
while the LSI completes, and thus the shadow will define thgryctures is similar.

maximum number of instructions that could be affected by |n our model, the ROB entry for every committed instruction
techniques that exploit LSIs. We choose the 10 cycle thidshes a Critical Word (CW), and the entry'<Critical Time (CT)
because it is a lower bound on the latency of our L2 cache ajdits lifetime in the ROB. A ROB entry’s Critical Time
our complex functional units. In addition, most vulnerdbil pegins when it is created (when the instruction it contains
reduction techniques will require several processor sytte is dispatched). Since each ROB entry contains information
work; thus, protecting on stalls of shorter than 10 cycley maecessary for commit, the entry’s CT ends only when the entry
not be profitable. is deleted at commit. Note that mis-speculated instrustion

One example of an LSI is a cache miss that does nghich are squashed before commit, are not Critical Words
complete 10 cycles after it becomes the oldest ROB entgqd do not contribute to the overall vulnerability.

On the other hand, a mispredicted branch instruction is not a Note that different instructions differ in their use of \aus

LSI. Although the mispredicted branch stalls commit, itoalSROB fields. Thus, certain fields in the ROB will be vulner-
results in a pipeline flush and therefore would have an empdlle for some instructions but not for others. For example,
shadow. Therefore, we do not treat a mispredicted branchN®©P instructions do not use any of the register fields, store
an LSI. instructions do not use the destination register field, andns

To measure reliability, we use theulnerability metric since these differences in ROB usage are static, we account

presented in [1] and adapt it to measure the reliability @br them in our model by setting the’ parameter on a per-
processor pipeline structures. This method defines a steist opcode basis.

vulnerability as: We assume a ROB width of 72 bits, comprised of the fields
given in Table II. All status bits (10 bits) and the opcodes [§&
- wx SN CT; bits) are assumed to be critical for all committed instrars.
Vulnerability :#_1 The other fields are derated on a per-opcode basis. Load and
(W =word size in bits) (1) store operations do not use the RC or Function field; branch

instructions do not use the RB, RC, or Function fields; and

ALU operations do not use the displacement field.
Measuring a structure’s vulnerability is equivalent to mea For the 1Q, we assume an overall bit width of 100 bits.

suring its Architectural Mulnerability Factor (AVF) [12]; the We divide both the load and store buffers into multiple sub-

(N =number of critical words)



| Field | Width ] RA field will become non-critical). However, it is likely tha

O%‘fde gg:i these instructions will be present both inside and outside o
RB 8 bits LSI shadows, thus comparisons between the two will still be
__RC 8 bits relatively accurate.
FBr']SC‘zi'gﬁe(rXth) ﬁ E:i Our analysis uses a subset of the SPEC CPU2000 bench-
Status 10 bits marks, both integer and floating point, using the singleyearl
simulation points given by the Simpoint analysis [13]. For
TABLE I each benchmark, we warmup the cache structures for 100M
REORDERBUFFERFIELDS instructions before beginning detailed execution. Alijlowe

are not directly measuring any cache statistics, startigsesi

and a 64-bit sub-structure for the memory address. The steggits.

buffer has an additional 64-bit sub-structure to hold stat.
The vulnerabilities of each of these sub-structures is oreds V. RESULTS

separately and summed to form the total for each buffer.  Figure 1 shows the overall vulnerability of each of the four
Unlike ROB and SB entries, 1Q and LB entries are najtructures across all benchmarks. From this figure, it iarcle
necessarily vulnerable until the entry is deleted. In tfs218s that the ROB and IQ have much higher vulnerabilities on
queue for example, an entry is not necessarily deleted dsiCegdyverage than the LB or SB. This is a somewhat intuitive result
associated instruction has issued; the entry may be reftéine since the ROB and 1Q have many more entries than do the
case the instruction must be replayed due to an executidin falg or SB. However, note that the ROB has only a slightly
or misprediction (e.g., a memory dependence mispredictioRigher vulnerability than the IQ on average, despite having
If the instruction faults and is replayed, the IQ entry remsai three times the number of entries. Figure 2 shows the overall
vulnerable until the instruction re-issues. If the institit  AVFs for each of these structures; from this, it can be sean th
executes successfully, however, the entry is only vulderalhe |Q has a slightly higher AVF on average than the ROB,
until the instruction’s issue time and not thereafter. Thas while the LB and SB have much lower AVFs.
part of that entry’s lifetime is non-critical, and must bedted  Figure 3 presents the relative contribution of LSI-shadow i
as such. In general, an 1Q entry is only vulnerable until it&ructions to the overall vulnerability of the ROB, 1Q, LBych
corresponding instruction issues for the final time. SB across all benchmarks. The figure shows that instructions
Similarly, a load buffer entry is held until instruction iret  in an LS| shadow contribute approximately 60% of the overall
ment although the address is sent to the memory subsyst@itherability on average across all structures. The vialbidity
much earlier. Therefore, the LB status field is vulnerablgl UNnhreakdown for each structure is Sim”ar; approxima[e|y 60%
the load commits, while the address field is only vulnerablsf the ROB, 1Q, and LB vulnerability is from LSI-shadow
until the address is issued to the memory subsystem. A cojffistructions. In the SB, LSI-shadow instructions contrébu
plication arises here, however, because subsequent lo@ds gightly less than 50% of the vulnerability. The store buffe
stores check prior load entries for address conflicts. Agidrenas a slightly lower percentage of shadow instructions imsa
entries are vulnerable to these lookups if the comparedeaddrynlike the other structures, the store buffer can contam-co
differs by at most one bit (see the description on how fgitted state. Much of the SB vulnerability is due to comnuitte
calculate tag address vulnerability in [1] and [3]). Carestuinstructions waiting to be written to memory that are nottpar
be taken to account for this vulnerability; these cases Wre g an LS| shadow.
tracked by our infrastructure. Figure 4 shows the total instruction count based on the same
groupings. This shows that instructions in an LSI shadow
account for only 33% of the total instruction mix on aver-
For our study, we use the detailed CPU model provideae. This figure is much lower in general for the SPECint
in the M5 Simulator System [4]. This CPU models an Alphaenchmarks, which have many fewer long-latency floating-
21264-like micro-architecture [10], with 256 physicaldger point operations than the SPECfp benchmarks. We can also
and 256 physical floating point registers, a 64-entry isseempute the vulnerability per instruction for each benctima
queue, a 32-entry load buffer, a 32-entry store buffer, andTae average vulnerability per LSI-shadow instruction asro
192-entry re-order buffer. These parameters are chosee toai benchmarks is 5.8, while the average non-LSI-shadow
representative of a modern high-performance micropracesss/ulnerability is 1.03. This implies that on average eactdsha
A summary of the relevant parameters of our simulatedstruction has approximately five and a half times the wulne
machine is shown in Table |. We extend this CPU model withability of non-shadow instructions.
framework to measure the reliability of any on-chip struetu  These results imply that a technique targeting instrustion
In this study, we do not take into account the effects @ésiding in an LSI-shadow can reduce pipeline vulnerabilit
dynamically-dead instructions [5]. These are committed ily up to 60% at most (for the SPEC benchmarks). This
structions whose outputs are never read. Thus, a dynagicals an important result, as it gives an upper bound to the
dead load will have fewer critical bits in its ROB entry (theexpected benefit of this type of technique for a general class

IV. EXPERIMENTAL SETUP
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Fig. 1. Total Vulnerability by Structure. This shows the netlability of each of the four measured structures acrossezithmarks.
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Fig. 3. Total Vulnerability. The fraction of the total vulrability across all structures that comes from LSI-Shadosiructions.

Instruction Type

| SPECint Percentage | SPECfp Percentage]

FP Load Quadword 0.7 74.6
Load Quadword 49.2 9.0
FP ALU 4.9 16.0
Load Word 20.8 0.0
Load Byte 12.8 0.0
Load Longword 10.5 0.3
Other <1.0 <0.1
TABLE Il

PERCENTAGE OF TOTALLSIs BY OPCODE

of workloads. It is certain that any real technique wouldvgho
less vulnerability reduction, due to inherent overheadlass-
than-perfect knowledge of the processor state.

in LSIs; a summary of these results is detailed in Table bt. F
the SPECint benchmarks, more than 95% of the stalls were
the result of load miss resource stalls. Most of the remginin
stalls were due to long-latency floating point operationsiciv

are present to some degree even in the SPECint benchmarks.
For SPECTp, a higher percentage of stalls are due to floating-
point operations such as divide and square root. But these
still only account for 16% of the stalls, while load miss kstal
account for the remaining 84% of stalls. It is clear from this
data that our out-of-order processor is reasonably effectt
preventing stalls from FP operations, but much less effecti

at hiding stalls due to cache misses (which can have a much
longer latency).

We have also examined the types of instructions that result
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Fig. 4. Breakdown of Committed Instructions. The fraction ofrenitted instructions that are in an LSI-Shadow for each berack.
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